The Computerised Patient Record


By Scott Wallace


Medicine, like many, scientific activities, cannot be practised effectively without accurate and timely information: information about patients and their problems, appropriate care-giving procedures and their benefits and limitations, the medical and institutional resources available to support care provider and their patients, and the cost and result of care. Today, the vast bulk of this information can be found not on-line but in hard copy of one form or another; paper-based patient records derived from provider-patient encounters; film-based x-rays and scans from diagnostic procedures; strip charts and other output from laboratory and patient-monitoring equipment; and voice recordings of clinicians’ notes. All are critical components of what, in the aggregate, is called the patient record.


For many years, the medical community and its IT (information technology) suppliers have sought to improve, refine, and extend the support that computer-based systems offer in the delivery and administration of health care. Understandably enough, patient data has been a prominent focus in this effort. More recently, the health industry has been joined by regulatory and market interests eager to understand and contain the costs of health-care delivery. According to a Decision Resources report, 25 cents of every hospital dollar spent in 1990 paid administrative costs (many of which arc associated with the management of patient information). Computerising the patient record seems an excellent way to reduce administrative costs and deliver better health care


Focus on the Data


In 1991, after  serious and comprehensive study of perspective health-care-delivery improvements, the Institute of Medicine issued a report called The Computer Based Patient record: An Essential Technology for Health Care. The report, which focused on the computerisation and communication of patient and provider information, identified five objectives for the CPR (computerised patient record) of the future. The CPR must 1) support patient care and improve quality of care, 2) enhance  productivity of health-care professionals and reduce administrative costs of health-care delivery and financing, 3) support clinical and health services research, 4) accommodate future developments in health-care technology, policy, management and finance; and 5) ensure patient data confidentiality at all times. Neither paper-based records, nor contemporary computer-based records can effectively support all these objectives today.


The Institute of medicine reports also noted that the future of CPR must be “far more flexible, allowing its user to design and utilise reporting formats tailored to their own special needs and to organise and to display data in various ways. The patient-record system of the future must provide other capabilities as well, including links to administrative, bibliographic, clinical knowledge and research databases. To meet the needs of clinicians, CPR systems must be linked to decision support systems; they must also support video or picture graphics and must provide electronic-mail capability within and between  provider settings”. Given that telecommunications and computing infrastructures of health-care institutions typically lag five years behind mainstream business use of IT, the report poses quite an aggressive challenge.


Although the scope of the technical and operational tasks associated with realising the vision of the CPR are monumental, so are the incentives. New purchasing partners conjoined with the institutional effort to contain costs are “flattening” the health-care industry � creating new alliances of purchasers as well as of providers who supplement and compete with traditional hospital services. This has created an unprecedented need to share clinical and patient encounter information. At the same time patient are becoming more mobile, routinely receiving treatment � and incurring billings �at many institutions even within a single episode. As a result, the need for accurate, accessible, timely, secure sharing of information has reached critical mass. And demand to apply the appropriate information and communications resources to the problem will only increase as IT-savvy stakeholders (e.g. insurance companies and Fortune 100 employers paying health-care bills for thousand of workers) exercise more prominent influence. The result is the need for a new system for delivering accounting for health care.


CPR Today


The CPR systems found in hospitals today typically treat the hospital as the primary, and often sole, provider and venue of care delivery. Until recently, this option was appropriate and relatively effective. With the decentralisation of health-care delivery and the consequent rise in speciality services and organisational alliances, this centralised model for patient information management is becoming less appropriate. Further, within individual institutions, patient record information is becoming decentralised, driven largely by an industrywide transition from centralised minicomputer and mainframe systems toward distributed, client/server systems (see the figure “The Computerised Patient Record in Transition”). Health-care providers patients, and payers are restructuring their relationships and the CPR is changing as well. It is being transformed from a centralised model through a distributed model to a longitudinal model.


In May 1992, the General Assembly of the state of Vermont created a Health Care Authority charged with developing plans to support universal access to health care for residents. In support of that goal, a non-profit corporation called the Vermont Health Care Information Consortium, or VHIC, was formed. Its mission is to plan and develop a modern, regional, integrated health-care information system, Bruce Post, president of VHIC, oversees research and policy development activities. Post has been working with all stakeholders �vendors, providers, payee organisations and consumers � to develop definitions of functionality for the system and to identify interface standards and telecommunications policies that support the individual needs institutions and the needs of the population at large. He sees collaboration has critical to the success of regional, community-based health information systems. “Health-care institutions can no longer operate as Towers of Babel. While there may be different languages and needs, we have to build a system with effective communications and information sharing. This means some kind of integrated database and communications system,” says Post.


Post is not alone in his interest in developing regional health information networks. Last December, the C. Everett Koop Institute at Dartmouth sponsored a conference for health-care professionals, policymakers. and technologists to discuss the ways and means of developing an integrated health-care information network to serve the populations of Maine, New Hampshire, and Vermont. “'We all know that the information highways of the future and are blocked by obstacles. We need to identify those obstacles and come up with plans to remove them,” said former Surgeon General Koop at the conference. “How do we communicate now? What is our vision for communications in the future? What do we want to communicate? To whom should it be communicated?” These questions must be addressed before robust and effective networks can be implemented (see the figure “CPR: Many Users, Many Uses”). While the answer will differ from community to community and institution to institution, a set of common architectural and solution elements are emerging


CPR at the Brigham


Today, one would be hard-pressed to find an institution with a more visible information architecture � or one that supports its care providers with more comprehensive or broadly accessible on-line patient data � that Brigham and Women’s Hospital in Boston, Massachusetts. The Brigham is a teaching arm of Harvard Medical School and, like most hospitals. has a heavy legacy of centralised, microcomputer-based support systems. Unlike most institutions, the Brigham has successfully migrated to a LAN-based. distributed. client/server, desktop environment at the same time as dramatically increasing the availability of on-line patient information and the number of supporting applications.


At the hospital’s main campus, over 3300 Intel clients and 120 servers are connected via 70 4-Mb Novell NetWare 3.0 token rings and two 16-Mb backbones (see the figure “Brigham and Women’s Hospital Information Systems Infrastructure”). This infrastructure supports more than 65 applications software systems, such as Pathology Laboratories, Patient Accounting, Results Retrieval. and Physician Order Entry. Applications are written in resource-conserving MUMPS (Massachusetts General Hospital Utility Multi-Programming System), a client/server applications development and runtime environment. (MUMPS was originally developed in the late 1960s and early 1970s  for minicomputer systems in Massachusetts General Hospital, and it still has a strong presence in health-care as well as engineering and scientific markets.


In part, because of the sophistication and effectiveness of its systems and, in part, because it provides health-care services to clinics remote from the main campus, the Brigham has a jump on most institutions trying to develop the next-generation CPRs required to support a distributed health-care, delivery system. Support for decentralised access is a key feature of the CPR.


John Glaser, vice president of information systems, says there are three basic purposes of the CPR. “[The CPR] makes data available, so that no matter where or when the data was produced, you can get at it. It helps streamline the processes that surround the provision of care. And it makes ordering care more efficient. For example, [the CPR] allows us to put logic on top of the content to guide the care-giving process.”


An example of guiding the care-giving process can be found in the hospital’s fledgling expert systems that support care givers’ planing and ordering processes through protocol-based analytics. Perhaps a CPR contains recent lab data on a patient’s potassium levels and a care giver enters an order for a drug that has contraindications in patients with high potassium levels. If the potassium level was high, the system would alert the clinician to the contraindication and ask for confirmation of the order. If the level was normal, the order would be processed without query. Messages presented at the time of entry can also be delivered by E-mail or over the hospital’s paging system. This degree of support is not a fundamental part of the CPR, but the CPR is a fundamental prerequisite to systems like this that rely on patient data to improve treatment planning, patient outcome. and quality of care.


CPR Data


For the most part, data in the CFR today at the Brigham is entered through a keyboard, although some diagnostic and laboratory devices output data via interfaces directly to workstation for ultimate inclusion in the patient record. This machine-to-machine interface is considered a tactic critical to reducing CPR misinformation, the vast bulk of which is introduced by human error. Such linkages are not yet effectively standardised and thus require significant development effort to establish.


The radiology department at the Brigham uses these interfaces and offers a good example of how departmental data is generated, stored. and then accessed enterprise-wide. The primary computer for radiological support services is a DEC VAX, but hundreds of PCs and Unix workstations provide client, server, and computational support. Links to the hospital information system transfer not only patient scheduling and billing data but, through a new system emerging from development. image data from CAT and MRI (Magnetic Resonance Imaging) scans, as well as nuclear-medicine imagery.


A typical CAT scan results in 60 images. each 512 by 512 pixels requiring 2 bytes of storage � that’s 32 MB of data per exam. In the course of treatment, a patient will often have more than one scan. The result is a hospitalwide accumulation of about 3 GB of image data per day.


Typically, these images are reviewed by primary-care physicians planning treatment on Sun Microsystems’s workstations with 19-inch 1280- by 1024-pixel displays. A doctor specifies the patient images desired, and in about 5 to 20 seconds, depending on the workstation and the network load, images appear on the screen. Initially, an overview showing thumbnail images of all 60 frames is displayed. The clinician would reference the radiologist’s on-line audio or test interpretation and select individual frames for viewing in full resolution. “It takes about a second to get a half-a-megabyte frame transmitted over the network to the workstation,” says Ethan Fenner, director of Radiology Information System. “The frame is 12 bits deep and must be reprocessed for an 8-bit-display buffer; that happens in about a second and a half.”


Right now, Fenner and his colleagues have 10 GB of storage with Sun workstations acting as servers, This supports about three days of images. While the system has been well received by clinicians. storage limitations must be overcame, and broader access to the radiological data-bases must be established. “We have passed the feasibility test, and we’re trying to pass the test of scale,” Fenner notes. Plans call for an increase in storage capacity to 30 or 60 GB (supporting one to two months of patient image data) and an increase in the number of supporting workstations from three in the radiology department to 10 or 15 stations distributed throughout the hospital.


Remote access to the images, scheduled for more full-scale implementation in the future, has been tested in limited fashion. The Brigham is part of the LMAnet (Longwood Medical Association Network), a fibber-optic link connecting many health-care institutions in the Boston area, including the radiation therapy planning lab at the Dana Farber Cancer Institute, Clinicians can solicit images over the LMAnet from the Brigham to be used for local analysis and radiation treatment planning. While this use has proved the technologies, broader use requires more development. “These planners are basically physicists and are very competent Unix users,” says Fenner. “They've been able to tap into the existing database end file system without a lot of application development. It will be difficult for us to support these kinds of applications outside the institution, and we need to develop some in-house operations experience before we open the floodgates to outside users.”


CPR Challenges


Broad, distributed, timely access to patient information is an absolute element of the CPR, and the practices and systems required to support it must be mastered. “At a minimum, you have to make sure that an authorised user at a workstation anywhere on the health-care network has the ability to get into any clinical database on the network,” says Glaser. “So, if your doctor’s office has a Mac sitting there but I’ve got applications written in Windows at the Brigham, what are we going to do? That’s got to be resolved.”


Other major issues requiring resolution include establishing and evolving networks to interconnect institutions, and buying and managing the storage systems required to keep thousands of patients’ clinical information on-line for tens of years. Once these technical and operational issues are resolved, lesser challenges remain. “To effectively track a patient over the course or multiple visits, there must be ‘glue data’ that allows me to link Mrs. Smith’s visit to the Brigham with Mrs. Smith’s visit to Mass. General two months or two years later,” Glaser says. “This means I need a common identifier, common definitions of diagnoses, and definitions of medicine � there’s probably a dozen different types of data standards needed. And then the standards must be enforced.”


There will be no dearth of interested parties ready, able and anxious to contribute to the standards development and deployment, process. Professional health-care organisations (e.g., the American Medical Association, the American Hospital Association, the College of Health-care information Management Executives, and the Health-care Information Management Systems Society), data exchange standards bodies (e.g., the IEEE, the ISO, the Health Industry Standards Council, and the American College of Radiology and National Electrical Manufacturers Association), state and federal agencies (e.g., the Health Care Financing Administration, the Centre for Disease Control, the National Institutes of Health, the FDA, the DoD, and the Veterans Administration), and other interested parties (e.g., CPR system vendors, communications suppliers, consumer advocates, and special-interest groups such as large-scale employers and insurers) are already involved. Balancing these interests, although essential, will be difficult.


Trouble Ahead?


As if the procedural and technical challenges weren’t enough, finally, there are the legal obligations � and liabilities � associated with the distributed CPR. Care giving has become distributed more quickly than the information that supports that care, which creates a catch-22 of sorts. Hospitals, HMOs (Health Maintenance Organizations). and other providers are responsible not only for the quality of their Services, which in today’s evolving market implies responsibility for supporting broad and timely access to patient data by co-providers. but for the confidentiality of that information. Yet the infrastructure required to support secure storage, distribution, and management of that information simply doesn’t exist. “I think we’re heading for a train wreck,” observes Glaser. “The technology and the transformation of the delivery system are moving faster than the legal apparatus is moving.”


Clearly, patients want clinicians to have all the information necessary to provide quality care. And clinicians want to have on hand all the information needed to make informed decisions about their patients. Resolving security and confidentiality issues to the satisfaction of all patients � and there are quite a few of them � is a necessary and critical step in widespread CPR deployment.


CPR as a Universal Model


Developing a robust, effective CPR is a challenging task. However, clinicians, patients, technologists. and other stake-holders can clearly see the needs and the benefits of a viable CPR. It is of note that better-quality, lower-cost, more-available health care may not, in the long run, be the most important benefit the CPR provides.


If health-care institutions succeed in supporting broadly accessible, near-real-time, secure collection and use of data � data that is distributed throughout geographical regions on diverse hardware and software platform � and are able to offer authorised users access and services contoured to their specific needs, then a model for the distributed use of information appropriate to any industry and to nearly any applications will have been developed. The incentives and the technology are here today. With all businesses � not just the health-care industry � standing to benefit, the prognosis for the CPR is guardedly hopeful.
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